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EXPERIMENTATION:
When A/B tests are not possible



Chick-Fil-A press launch 11/13

National TV campaign

Big launch involving PR

Assignment algorithm

Supply/demand balancing

Network effectsLegal/ethical considerations

New local government mandate

Employee benefits



The curious case of dynamic pricing: How 
would we A/B test it? 
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In this A/B test our treatment group (50%) was charged full SOS price (+$1) but only benefited 

from half of the demand-dampening (because all the control consumers placed orders.) 

Our control group (50%) was not charged SOS price but still benefited from demand-

dampening (since only ⅓ of treatment consumers placed orders). 

Network effects prevent us from establishing independence between our treatment and 

control groups because both groups share a single dasher pool. 

Network effects



Switch back and forth between control and treatment algorithms in a certain geography at 

alternating time periods. 

For example, in the SOS pricing (+$1) example, we switch back and forth every 30 minutes 

between having SOS pricing and not having SOS pricing. 

Switchback experiments



Switchback experiments

Switch back and forth every 30 minutes 

between having SOS pricing and not having 

SOS pricing. 

We randomize the variant used for each 

time window so each time unit is a 

randomized experimental unit.

Randomize geographical units 

independently.
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To determine the impact of SOS pricing, we compare the customer experience and 
marketplace efficiency between the control time-region bucket & treatment time-region 
bucket.
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EXPERIMENTATION:
A/B test alternatives



Quasi-experimental design



Determine the causal effects of a treatment by assigning a threshold above or below which a 

treatment is assigned.

Regression discontinuity design (RDD)



Imagine DoorDash determines whether a customer will get 

a refund based on how late a delivery is. 

30 minute threshold determines whether or not a 

consumer will receive an automatic refund.

Similar consumer delivery experiences fall on 

different sides of the threshold but some receive 

auto-refunds and the others do not.

Regression discontinuity design (RDD)
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By comparing observations lying closely on either side of the threshold, it is possible to 
estimate the average treatment effect of the auto-refund product.



The difference in average outcome in the treatment group before and after treatment minus 

the difference in average outcome in the control group before and after treatment. 

Difference-in-difference



Difference-in-difference

The Marketing team decides to spend marketing 

funds in a subset of our markets

Compare outcome Y before and after the 

marketing campaign between treatment and 

control markets

The difference in differences between new 

dasher acquisition is the impact of the 

marketing campaign
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By comparing the relationship between the treatment markets and control markets before the 
marketing campaign, we can obtain an appropriate counterfactual to estimate a causal effect 
of the marketing investment.
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EXPERIMENTATION:
Challenges with A/B testing



Do you know what you’re testing?

Is it falsifiable? Is there any possible 

outcome that will change the 

course of our actions?

1. You have a hypothesis

Monitor multiple metrics but have 

only one goal. This lowers your 

chance of false positives and makes 

decision-making clearer.

2. You have 1 success metric 3. You’ve done a power 
calculation

You know how many samples you 

will need and how long you need to 

run the experiment to get those 

samples? 



Confidence intervals will help you 

measure the evidence of a 

significant change and are often 

easier to interpret by business 

partners.

6. Confidence intervals > p-
values

Once you’ve set your sample size, 

don’t stop an experiment before it’s 

run its course. Peeking leaves you 

open to repeated significance 

testing errors. 

5. No peeking!4. Check for bucket skew

Make sure your sample split is as 

planned. Check that metrics that 

should be the same are actually the 

same. 



7. Run small, incremental 
tests

Untangling a big change to 

understand exactly what failed, can 

be an impossible undertaking for a 

data scientist.

8. Do you understand the 
causal mechanism?

Even if you confirm your 

hypothesis, it’s important to 

understand why? Can you validate 

the mechanism of change? 



We’re hiring! 

www.doordash.com/careers

jessica@doordash.com |  @jesslachs

Thank you!

http://www.doordash.com/careers
mailto:raghav@doordash.com

